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Preface

This text grew from a simple idea: make the mathematical operations inside a
small neural network visible. In many introductory presentations, neural
networks appear as powerful but opaque tools. A reader learns to call a
library, run a training procedure, and inspect a loss curve without necessarily
seeing the sequence of operations that turns data into a decision. Here we take
the opposite route. We begin with an elementary geometric problem, interpret
a linear classifier as an artificial neuron, introduce activation functions,
combine neurons into a small network, and proceed step by step to gradients,
gradient descent, and backpropagation.

The text was written for readers with relatively modest preparation in
calculus and statistics: students, teachers, and independent learners. The aim
is not to simplify the subject until the mathematics disappears, but to organize
the exposition so that each new idea rests on something familiar: a point in the
plane, a straight line, a composition of functions, a derivative, the chain rule.
Python and NumPy code then arise as a natural consequence of the
construction; equations and algorithm are two descriptions of the same object.
The best way to read is therefore with the notebook open alongside, running
and modifying each step.

This text is part of the NeuralMath collection, available in 26 languages. Every
version keeps the same equations, figures, numerical examples, and section
numbering, so readers of different languages can study together. An important
barrier to learning mathematics and computing is not only conceptual but also
linguistic, and every reader deserves an entry point in their own language.

My goal is for the reader to finish the journey with a less mysterious picture of
a neural network. There is no need to pretend that modern neural systems are
simple. It is enough to show that beneath the scale and complexity of
contemporary applications there remain mathematical ideas that can be
inspected, derived, implemented, and understood.

Americo CunhaJr. - 2026
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Translation from the original text in Portuguese

The Mathematical Anatomy of a Neural Network

Americo Cunha Jr®

Abstract

We present a mathematical introduction to artificial neural networks through a simple classification problem.
A linear classifier naturally leads to the concept of an artificial neuron; we then discuss weights, biases,
activation functions, and the composition of neurons into a small network. Training is introduced through
loss functions, derivatives, gradient descent, and backpropagation. Finally, the model is implemented
directly in Python, making the correspondence between equations and algorithm explicit. The aim is
to show how familiar ideas from analytic geometry, linear algebra, and calculus provide an accessible
foundation for understanding the basic mechanisms of neural networks.

Keywords: artificial neural networks; machine learning; mathematics education; backpropagation; Python.

1. When can a computer learn?

In everyday life, we make classification decisions almost without noticing. By looking at a fruit, we quickly
identify it as an apple or an orange; when a message arrives on a phone, we distinguish a legitimate
conversation from unwanted advertising; in medical analysis, several measurements may be combined to
support a decision; and in financial institutions, multiple pieces of information are evaluated before credit
is granted. In all these examples, several characteristics are considered together to produce a response.

In many traditional computer programs, the rules that produce this response are written explicitly by the
programmer. This approach works well when the rules are known and can be stated clearly. It becomes less
effective when the data are highly variable or when it is difficult to formulate in advance every condition
required for a good decision. This leads to a natural question:

Can we build a program that learns a decision rule from
examples instead of receiving the rule in advance?

This is one of the central ideas of machine learning, an area of artificial intelligence concerned with methods
that fit models from data [2, 3]. In a supervised-learning problem, the algorithm receives examples together
with their correct answers, and we seek a model that can also make useful predictions for cases that were
not used during training. Among the many models developed for this purpose, artificial neural networks
have become important in applications such as image recognition, language processing, signal analysis, and
time-series prediction [6].

The use of neural networks as a bridge among mathematics, computation, and school education has already
been discussed in Professor de Matematica Online by Batista and Martins [1], who present an activity
involving teacher education, Python, and digit recognition. The present article follows a complementary
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route. Our main goal is to expose the internal mathematics of a small neural network, beginning with
analytic geometry and proceeding step by step to gradient computation and a manual implementation of
backpropagation.

Despite the sophistication of modern applications, the mathematical core of a neural network can be
introduced using relatively familiar ideas. At a basic level, a neural network is a composition of functions
whose parameters are adjusted from data. We begin with a simple geometric problem, reinterpret a separating
line as an artificial neuron, connect several neurons, study the role of activation functions, and show how
derivatives can be used to adjust the network parameters automatically. We then implement a complete
small example in Python, keeping a direct correspondence between the equations and the code.

2. Representing the problem mathematically

To understand how a neural network works, we begin with a deliberately simple problem: distinguishing
apples from oranges. A fruit has many characteristics that could be useful for this task, such as color, mass,
diameter, texture, and aroma. An initial mathematical model, however, does not need to include all this
complexity. We will use only two easily measured quantities: mass, in grams, and diameter, in centimeters.

Each fruit will therefore be represented by an ordered pair

(X17X2),

where
X1 = mass and X9 = diameter.

Thus, the pair (155, 7.2) represents a fruit with mass 155 g and diameter 7.2 cm. By replacing the physical
object with two numerical measurements, we associate each fruit with a point in the Cartesian plane: the
first coordinate gives its mass and the second its diameter. Figure | illustrates this representation for a
hypothetical set of apples and oranges.

This transformation changes the apparent nature of the problem. Instead of asking directly how to recognize
an apple or an orange, we can ask a geometric question: how can the points belonging to the two classes be
separated in the plane? This change of viewpoint is fundamental in machine learning. Images, texts, sounds,
and experimental signals must all be converted into numerical representations before they can be processed
by an algorithm. In our example, each object has only two coordinates; in real applications, a representation
may contain hundreds, thousands, or even millions of components. The principle is the same: each example
is associated with a collection of numbers, and the model seeks a rule that maps that representation to the
desired answer.

We start with the simplest geometric rule available and ask whether a single straight line can adequately
separate the apple points from the orange points.

3. A straight line as a classifier

Once each fruit has been represented by a point in the Cartesian plane, classification becomes a geometric
problem: can a straight line separate the apples from the oranges? This question captures the basic idea of
an important family of machine-learning methods known as linear classifiers.

Consider a line crossing the data cloud, as illustrated in Figure 2. The line divides the plane into two
half-planes. If most apple points lie on one side and most orange points lie on the other, the position of a
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Figure 1: From physical observation to mathematical modeling. Each fruit is first described by two
measurable quantities — mass and diameter — and is then represented by the ordered pair (x1,x2). In
the mass—diameter plane, each observation becomes a point, so distinguishing apples from oranges can be
reinterpreted as a geometric problem of separating two classes.

new fruit relative to the line can be used as a classification rule. After measuring its mass and diameter, we
represent the fruit by a point and determine which side of the line contains that point.

In the Cartesian plane (x1,x3), a line can be described by

W1X1 + WoXo + b =0, (Wl, W2) # (0, 0)

The vector (w1, wo) is perpendicular to the line and therefore determines its orientation, while the parameter
b contributes to its position. This representation has a small redundancy: multiplying wy, wo, and b by
the same nonzero constant produces exactly the same line. Hence, the parameters describing the boundary
are not unique. Their numerical interpretation also depends on the scale of the variables. Since mass is
measured in grams and diameter in centimeters, the numerical sizes of w1 and wo should not be compared
without accounting for the different units.

The line equation itself gives a simple way to determine on which side of the boundary a point lies. Define
the score
S(X1,X2) = W1X1 + WaXo + b.

If s(x1,x2) = 0, the point lies on the line. If s(x1,x2) > 0, it lies in one half-plane; if s(x1, x2) < 0, it lies
in the other. If we decide that positive scores correspond to apples and negative scores to oranges, the rule
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Figure 2: Example of a linear classifier in the mass—diameter plane. The straight line acts as a decision
boundary: points in one half-plane receive one class, whereas points in the opposite half-plane receive the
other. The decision therefore depends only on which side of the line contains the point.

becomes
s(x1,x2) 20 = apple,
s(x1,X2) <0 = orange.

For example, consider the boundary defined by
1
10’

For a fruit with mass 160 g and diameter 7.8 cm,

Wy = wo = 2, b = -30.

1
s_1—0x160+2x7.8—30

=16+ 15.6 - 30
= 1.6.

Because the score is positive, the point lies in the half-plane that we associated with apples. This classifier
would therefore label the fruit as an apple.

Not every choice of w1, wo, and b produces a good classification. Some lines separate the two groups poorly,
whereas others make fewer errors. The learning problem is precisely to use previously labeled examples to
determine parameter values that reduce a measure of model error. Instead of programming the line position
directly, we want the algorithm to adjust its coefficients from the data.
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A single line can work well when the classes are approximately linearly separable. More complicated data
sets may require a nonlinear boundary. Before addressing that limitation, we reinterpret the classifier just
constructed as an elementary computational unit: an artificial neuron.

4. The artificial neuron
In the previous section, the expression
S=WiX] +WoXo + b

was used to determine on which side of a line a fruit lies. The same expression can be viewed as the first
stage of the computation performed by an artificial neuron. A neuron receives numerical inputs, combines
them using weights and a bias, and then applies a mathematical function to obtain its output.

In our example, the inputs are the mass x; and the diameter x2. Each input is multiplied by a parameter
called a weight; the products are added together with a constant term b, called the bias. Figure 3 shows this
computation schematically.

Inputs Weights Weighted sum
+ bias

Mass b
X1 . Activation function Output
blas)

Diameter ( ) @\‘ g (5
s —» =g(s)
(neuron prediction)
S= WX + WX, + -
\ +wx,+b

(other inputs)

Each input x;
is multiplied by
its weight w;.
LS J A J L =/ N .
Vo 24 5 i NG
The neuron receives Each input is The products are summed The score s is transformed
the input values multiplied by its and the bias b is added, by the activation function g,
(60190 onp ) corresponding weight. generating the score s. producing the output J.

[ The neuron performs: linear combination (weighted sum + bias) followed by nonlinearity (activation function). }

Figure 3: Schematic operation of an artificial neuron. Each input x; is multiplied by a weight w;; the
products are added to the bias b to produce the score s. The activation function g then transforms this score
into the output y = g(s), which can be used as an intermediate quantity or as the final prediction.

The weights determine how changes in the inputs affect the score. If xo and all other quantities are held
fixed, a variation Ax; changes s by w1Ax;. Similarly, a variation Axs changes the score by woAxs. The
sign matters as well: a positive weight makes an increase in the input increase the score, whereas a negative
weight produces the opposite effect. This interpretation must be used carefully when different variables
have different units and scales. For this reason, practical implementations often normalize or standardize
their input data before training.
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The bias b is the constant term in the affine transformation. Geometrically, it allows the decision boundary
to shift. If b = 0, the equation
W1X1 + WoXg =0

forces the line to pass through the origin. With a bias, the boundary can move to other locations. Equivalently,
when x; = x5 = 0, the score is simply s = b.

The score need not be the final neuron output. In general, an activation function g is applied to it:
Y =g(s) =g (wixq + waXa +b).

Thus the computation has two stages,

S = WiX1 + WoXg + b,

v =g(s).

Using the parameter values from the previous section gives s = 1.6. If we choose the step function

1, >0,

S) =
8(s) 0, s<0,

then y = g(1.6) = 1. Under our convention, the fruit is classified as an apple. With this activation, the
decision changes when s crosses zero, so the class boundary is exactly

Wi1X1 + WoXo + b =0.

A single neuron is therefore a simple mathematical object with adjustable parameters. Its real importance
comes from connecting many such units. Before constructing a network, however, we need to understand
why the activation function is essential.

5. Why do we need an activation function?

A neuron first computes a score using an affine transformation and only then applies an activation function.
This second stage is essential if a neural network is to represent complicated relations. To see why, imagine
a network in which no activation functions are used. Every unit would then have the form

Y = W1X1 + WaXo + b.

For a one-dimensional illustration, suppose a first unit produces
h=ax+b

and a second computes
y=ch+d.

Substitution gives
vy =c(ax+b) +d =acx+ (cb+d),

which is still an affine function of x. The same statement holds in several dimensions: a composition of
affine transformations is still affine. Therefore, adding many layers without a nonlinear operation does not
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make the network fundamentally more expressive; the entire composition could be replaced by a single
affine transformation.

An activation function breaks this limitation. After computing the score s, the neuron applies a usually
nonlinear map

h = g(s).

When several such units are connected, the resulting composition can no longer be reduced to one affine
transformation. This allows the network to construct more complicated decision boundaries.

The simplest activation is the step function,

1, s>0,
S) =
8(s) {07 s < 0.

It produces a binary decision and is very useful for understanding classification. Its derivative, however, is
zero for s # 0 and undefined at s = 0. Since gradient-based training uses derivatives to determine how the
parameters should change, the step function is not suitable for that training mechanism.

One alternative is the sigmoid function,

1
l+es’
It maps every real number to a value strictly between 0 and 1. For very negative s, the output approaches
0; for very positive s, it approaches 1; between these extremes, the transition is smooth. The sigmoid is
differentiable everywhere, with

o(s) =

a’'(s) =o(s)(1 - o(s)).

Because its outputs lie between 0 and 1, it is often used in the output layer of a binary classifier. Under a
probabilistic formulation with an appropriate loss function, the output can be interpreted as an estimate of
the probability of the class represented by 1. In hidden layers, however, the sigmoid can create a difficulty:
for inputs with large magnitude, its derivative becomes very small, contributing to the vanishing-gradient
problem in deep networks.

A widely used hidden-layer activation is the ReLU (Rectified Linear Unit),

0, s<0,

ReLU(s) = max(0,s) = {
s, s=0.

Although it is composed of two linear pieces, ReLU is not globally linear. Its derivative is O for s < 0 and 1

for s > 0. Ats = 0 the usual derivative does not exist, and software implementations adopt a convention for

the gradient. For positive inputs, the derivative does not shrink as s grows, avoiding one of the saturation

mechanisms of the sigmoid.

Figure 4 compares these three activations visually: the abrupt jump of the step function, the smooth sigmoid
transition, and the change in slope of ReL.U.

Their main properties are summarized below.

Function  Output  Derivative Typical use

Step {0,1}  Zero for s # 0; undefined ats = 0 Historical models and didactic examples
Sigmoid (0,1)  Exists for every s Output layer in binary classification
ReLLU [0,00) Ofors<Oand1fors>0 Hidden layers
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1. Step function 2. Sigmoid function (logistic) 3. RelLU function
g(s) g(s) g(s)
1
@ > s ¥ > S
0 0
_f1, s>0 4 [0, s<0
‘ g(S)~{0' e ‘ ‘ y(S)~maX(0,S)—{sy s> 0 ’

Output: 0 or 1.

Decision “yes” (1) or “no” (0).
Discontinuous at s = 0; it is not
differentiable at that point and has zero

e Qutput: values between 0 and 1.
e Smooth and continuous transition.
e Differentiable at all points.

e Widely used in neural networks for many years.

e Output: 0 for s < 0; output equal to s for s > 0.
e Simple and efficient to compute.

« Differentiable at all points, except at s = 0
(one-sided derivatives exist).

derivative at the other points.
Rarely used today.

@

e Can suffer from “saturation” for very large |s| .
(very small gradients).

@ Intuition: transforms the score into a
“degree of certainty” between 0 and 1.

/> Summary: The activation function introduces nonlinearity into the neuron.
~ Without it (or if all of them are linear), an entire network behaves like a single linear classifier (a straight line).

Most widely used activation function today
(and its variants).

Intuition: makes a binary decision
with an abrupt jump.

Intuition: lets positive values pass and
zeros out the negative ones.

Figure 4: Comparison of three activation functions commonly used in introductory discussions of neural
networks. The step function makes an abrupt decision; the sigmoid provides a smooth transition between 0
and 1; and ReLU suppresses negative inputs while preserving positive ones. Nonlinear activations prevent
a stack of layers from collapsing into a single affine transformation.

The details of these functions differ, but their common conceptual role is to introduce nonlinearity. That
nonlinearity is what allows the small network in the next section to represent relations that a single straight
line cannot capture.

For readers who wish to go further, Haykin [5] provides a classical treatment of neural networks, while
Goodfellow, Bengio, and Courville [3] discuss activation functions and deep-network training in a broader
setting. Nielsen’s freely available text [7] is especially accessible for developing intuition about neurons,
activations, and learning.

6. Building a small neural network

We now consider a network with two inputs, one hidden layer containing three neurons, and one output
neuron. The inputs remain

X1 = mass, xo = diameter,
and both are supplied to each hidden neuron, as shown in Figure 5.

Let the hidden-layer outputs be hj, ho, and hs. Each neuron receives the same two inputs but has its own
weights and bias:
hy =g (wiixy + wiaxe + b1),

hy = g (Wa1x1 + Waaxo + b2),
hs = g (W31x1 + Waaxo + b3) .
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Input layer Hidden layer Output layer
(inputs) (3 neurons) (1 neuron)
by
Mass — e

141 c

= b2 V2 i A

y
Prediction
Diameter — (e.g.: apple or orange)

V3

by

Connections from the Connections from the hidden

input to the hidden layer layer to the output layer — > Biasof each neuron

Figure 5: Pedagogical 2-3—-1 architecture used to introduce neural-network computation. The two inputs —
mass and diameter — feed three neurons in the hidden layer. Their activations hy, hs, hg are then combined
by the output neuron to produce the prediction y. Every connection has an adjustable weight, and every
neuron has a bias.

Although all three neurons receive the same mass and diameter, they can produce different responses because
their parameters are different. During training, those parameters are adjusted so that the intermediate
activations become useful for classification.

The three quantities hy, ho, and hj are then passed to the output neuron, which computes
Sout = V1h1 + V2h2 + V3h3 +cC

and produces
Y = Gout (Sout) -

For our binary problem, we use a sigmoid output:

yZU(V1h1+V2h2+V3h3+C), O<y<1.

Using y = 1 for apple and y = 0 for orange, a threshold of 0.5 gives the class decision
v > 0.5 = apple, y < 0.5 = orange.

Values near 1 are therefore strongly associated with apples, while values near 0 are associated with oranges.
As noted earlier, interpreting y numerically as a probability requires additional assumptions about the model
and its training. For the classification rule used here, it is enough to regard y as a continuous network output.
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The central feature of this architecture is the intermediate representation
(x1,%2) — (h1,ha, h3) — ¥.

The network receives two features and constructs three new quantities before producing the final answer.
These activations are not chosen manually: they depend on the weights and biases and therefore change as
the parameters are trained.

Despite its small size, the network already has thirteen adjustable parameters. The three hidden neurons
contain

32+1) =9
parameters, and the output neuron contributes
3+1=4.
Therefore,
9+4=13.

The same count becomes transparent in matrix notation. Define
N Wir o Wiz by
X = [ 1] ; W(l) = |W21 W2o2l, b(l) = b2
X2
W31 W32 b
Then the hidden layer can be written compactly as
h=g (W<1>x + b<1>) ,
where g acts component by component. For the output,
7= (W2h+b?),

with
W(Q) = [V1 Va V3].

This notation anticipates the structure that will appear in the Python program. When a fruit is presented at
the input and we compute the successive activations until obtaining y, we perform forward propagation or a
forward pass. The central question remains: how can the thirteen parameters be determined automatically
so that the predictions fit the data?

7. How does a neural network learn?

The weights and biases are not known in advance. They must be adjusted using examples for which the
correct answer is available. This process is called training and can be summarized by the cycle

predict | — ‘ measure the error ‘ — ‘ adjust the parameters ‘ —> | repeat |.

Consider a fruit with mass 140 g and diameter 7.0 cm whose correct class is orange, so y = 0. Suppose
that, at some point during training, the network outputs y = 0.80. One simple measure of the discrepancy
between prediction and target is the squared error

_1 =2
E—5@ y)°©.

10
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For this example,
1
E = 5(0 -0.80)% = 0.32.

This expression is a loss function for one example. Since it is a square, E > 0, and predictions farther from
the target receive larger penalties. The factor 1/2 does not change the location of the minimum but simplifies
derivatives. Binary classification often uses other losses, especially cross-entropy. We use squared error
here because its algebra is transparent and it is sufficient for introducing optimization and backpropagation
[2,3].

If the training set contains N examples, one global measure is the mean loss

1 N
J= ZEI
i=1

Every prediction depends on the network weights and biases, so J also depends on all these parameters.
Training means searching for parameter values that make J small.

Z|

To understand the adjustment mechanism, first imagine that all parameters except a single weight w are
held fixed. We may then think of the loss as a function J = J(w). Figure 6 summarizes the basic stages of
training that we now examine.

s ~ ==
@ FORWARD PROPAGATION (forward pass) \ © BACKPROPAGATION (backpropagation)

The information goes from the inputs to the ‘ The error is propagated back to calculate
output to produce a prediction. | e ERROR CALCULATION the influence of each parameter.
We compare the prediction Error gradients
with the correct value y. €=

Hidden layer Output layer

Inputs (3 neurons) (1 neuron)

/
]

Weights and biases
4~ (adjustable)
70

i

i

° \ : e ;
7oA Correct value > v

Mass ¥ Ve (e.g.: 0 = orange, Mass 7 B\
( S ) 5

s (=05 — Ve (=) 50 )~
(=) \ |

/ " predicton e " brediton
Diameter @ | E=>(y-9)*

| o) Diameter

o The network receives the inputs (x;, x;).

@ Each neuron computes its output using
weights, biases, and the activation function g().

9 The output neuron produces the prediction J.

Error (loss): o We calculate the derivatives of the error with
indicates how much the respect to each weight and bias (gradients).

|
[ networkeryed: 6 These derivatives indicate in which direction
|

l each parameter should be adjusted.

f —
k Q PARAMETER UPDATE J
o REPEAT Each weight w and bias b is adjusted in the direction that reduces the error.

We present many examples and s ora00
repeat the process for several  em. Update rule (e il
epochs until the eror becomes (gradient descent) 96
small and the predictions / / /

improve. Epochs new parameter current learning  error gradient
value value rate with respect to 6

—— Connections from the input
to the hidden layer

— Connections from the hidden
layer to the output layer

=== Error flow (backpropagation)

g()  Activation function

Central idea: the network tries, measures the error, adjusts its parameters, and tries again.
With many attempts, it learns to make increasingly better predictions.

Figure 6: Basic training cycle of a neural network. The forward pass transforms the inputs into a prediction;
the loss function measures the discrepancy between prediction and target; backpropagation computes
gradients using the chain rule; and gradient descent uses those gradients to update weights and biases.
Repeating this cycle over many epochs is what we call learning.

For readers with little calculus background, a derivative can be interpreted here as a measure of local
sensitivity: it tells us how a small change in one parameter tends to change the loss. Its sign indicates which
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direction locally increases or decreases the function, while its magnitude measures the strength of that local
variation.
The derivative

aJ

ow
gives the local slope. If it is positive, a small increase in w tends to increase J, so the weight should move in
the opposite direction. If it is negative, increasing w tends locally to decrease J. Both cases are described
by

aJ

n ow’
which is the basic idea of gradient descent. The positive number 7 is the learning rate; it controls the step
size. A very small value may make training slow, while an excessively large value may cause oscillation or
instability.

Wnew = Wold —

For a network with many parameters, let 6 denote any weight or bias. The update becomes

0J
Onew = Oold — N —.
new old — 1 950
The collection of all partial derivatives forms the gradient of the loss. Geometrically, the gradient points in
the direction of fastest local increase, so the negative gradient gives a local direction of decrease.

We still need to compute these derivatives when the network is a composition of several functions. During
the forward pass, information travels as

inputs — hidden layer — output.

To determine how a parameter in an early layer affects the loss, we mathematically follow the chain
of dependencies in the reverse direction. This procedure is called backpropagation. 1t is essentially a
systematic and efficient application of the chain rule. Rumelhart, Hinton, and Williams [8] provide a
classical reference for the popularization of this procedure in networks with hidden layers; Nielsen [7] gives
a detailed and particularly didactic derivation.

For a simple dependency chain in which E depends on y, which depends on an activation h, which in turn
depends on a weight w, the chain rule gives

0E _0E 0y oh
dw 9y 0h dw’
Each factor describes one stage of the influence of w on the final loss. Larger networks contain many such

chains, and backpropagation organizes the calculation so that intermediate derivatives can be reused instead
of recomputed separately for every parameter.

In practice, training uses many examples. One complete pass through the training set is called an epoch.
Parameters may be updated after each example, as in the didactic program used later in this article, or after
small groups of examples called mini-batches, which is common in larger networks. In either case, the cycle
of predictions, losses, gradients, and updates is repeated over many epochs.

A concrete way to visualize this evolution is to follow the prediction for one fixed example at different
training stages. Consider again the fruit with mass 140 g and diameter 7.0 cm, whose correct class is orange.
Table 1 shows a hypothetical progression. These values do not correspond to a particular execution; they
only illustrate the mechanism.
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Table 1: Hypothetical evolution of the network prediction for the same fruit during training. Repeated
parameter updates can move an initially incorrect output toward a classification consistent with the target
label.

Epoch Predictiony Loss E  Classification

1 0.86 0.37 Apple
5 0.71 0.25 Apple
10 0.55 0.15 Apple
20 0.31 0.05 Orange
40 0.09 0.004 Orange

At the beginning, the output is close to 1 and the fruit is incorrectly classified as an apple. As the parameters
are adjusted, the prediction decreases and eventually crosses the threshold 0.5, producing the correct class.
What changes during this process are the numerical values of the weights and biases; the network architecture
remains fixed.

Reducing the loss on the training data is not the final objective. A useful network must also make good
predictions for examples that were not used to fit the parameters. This ability is called generalization. When
a model adapts too closely to peculiarities of the training set and performs worse on new data, we have
overfitting. In more careful evaluations, data are commonly separated into training, validation, and test sets:
the first fits the parameters, the second supports choices made while developing the model, and the third is
reserved for final evaluation. Broader discussions of generalization and model evaluation can be found in
Faceli et al. [2] and Goodfellow, Bengio, and Courville [3].

We have therefore reached the mathematical meaning of learning in a neural network. In this context, to
learn means to adjust the parameters of a composite function so as to reduce a measure of error on data and,
ideally, to generalize to new examples. The network predicts, computes a loss, uses derivatives to determine
how its parameters influence that loss, and makes a sequence of small corrections.

8. From mathematics to Python

We now move from equations to an executable program. The purpose is not to use a specialized neural-
network library but to implement directly, with NumPy, the mathematical operations developed throughout
the article [4]. This makes it possible to see, line by line, how linear combinations, activation functions,
loss computation, backpropagation, and gradient descent appear in code.

For a more convincing final example, we use a synthetic data set spread over a wider mass—diameter domain.
We continue to work with only two physical features — mass in grams and diameter in centimeters — but
now distribute 64 training examples across a broad region of the plane and reserve eight additional examples
for an illustrative test. The data remain synthetic and stay within plausible ranges for apples and oranges.
They are constructed to produce a nonlinear decision boundary without concentrating all points into a few
excessively artificial clusters.

The geometric idea is simple. We define a reference curve in the mass—diameter plane, place apples in two
bands above that curve, and place oranges in two bands below it. Small deterministic perturbations are
added to both mass and diameter so that the observations occupy a wider region. The resulting example is
richer than the earlier illustrations: it contains more points, the data are spread over the domain, and the
appropriate decision boundary is clearly more curved than a straight line.
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For this final computational experiment, we enlarge the hidden layer to twelve ReLU neurons. This does not
change the conceptual structure studied in the previous sections; it only increases the network’s capacity to
represent a more elaborate boundary. Instead of the 13 parameters in the three-neuron pedagogical network,
we now have 49 adjustable parameters: 24 weights and 12 biases in the first layer, followed by 12 weights
and one bias in the output layer. The equations retain exactly the same form; only the vectors and matrices
become larger.

The complete program is shown below.

import numpy as np
import matplotlib.pyplot as plt
from matplotlib.lines import Line2D

def relu(s):
return np.maximum(0, s)

relu_derivative(s):
return (s > 0).astype(float)

sigmoid(s):
return 1 / (1 + np.exp(-s))

base_boundary (m) :
return 6.68 + 0.74%np.exp(-((m-155)/20)**2) \
+ 1.50/(1 + np.exp(-(m-202)/5))

build_data():

masses_1 = np.linspace(118, 212, 16)

masses_2 = masses_1 + np.array([
1.2,-1.1,0.8,-1.3,1.0,-0.8,1.1,-1.
1.3,-0.9,0.9,-1.2,1.0,-1.0,0.8,-0.

s

0
7

D)
k = np.arange(16)

al = np.column_stack([

masses_1,

base_boundary(masses_1) + 0.22 + 0.05*np.sin(0.8%k)
D
a2 = np.column_stack([

masses_2,

base_boundary(masses_2) + 0.58 + 0.06%np.cos(0.45%k)
1

0ol = np.column_stack([

masses_1,

base_boundary (masses_1) (0.22 + 0.04*np.cos(0.7*k))
1

02 = np.column_stack([

masses_2,

base_boundary (masses_2) (0.55 + 0.05*np.sin(0.5%k))
D

X_train = np.vstack([al, a2, ol, o02])
y_train = np.array([1.0]*32 + [0.0]*32)
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np.array ([

.0, 7.20], [135.0, 7.45],
.0, 7.751, [171.0, 7.321,
.0, 6.28], [152.0, 6.86],
.0, 6.48], [208.0, 7.55]

np.array([1,1,1,1,0,0,0,0], dtype=float)

return X_train, y_train, X_test, y_test

def predict(X, mean, std, Wi, bl, W2, b2):

¥n = (X - mean) / std

outputs = []

for x in Xn:
h = relu(Wl @ x + bl)
y_hat = sigmoid(W2 @ h + b2)
outputs.append(y_hat)

return np.array(outputs)

X_train, y_train, X_test, y_test = build_data()

mean = X_train.mean(axis=0)
std = X_train.std(axis=0)
Xn = (X_train - mean) / std

rng = np.random.default_rng(42)

Wi = 0.1 * rng.standard_normal((12, 2))
bl = np.zeros(12)

W2 = 0.1 * rng.standard_normal (12)

b2 = 0.0

eta = 0.05

n_epochs = 6000

history = []

for epoch in range(n_epochs):
for i in rng.permutation(len(Xn)):
x = Xn[i]
target = y_train[i]

zl =Wl @x + bl

h = relu(zl)

z2 = W2 @ h + b2
y_hat = sigmoid(z2)

delta2 = (y_hat - target) * y_hat * (1 - y_hat)
dW2 = delta2 * h

db2 = delta2

deltal = (delta2 * W2) * relu_derivative(zl)
dWl = np.outer(deltal, x)

dbl = deltal

Wl -= eta dwi
bl eta db1l
W2 -= eta dw2
b2 -= eta db2

errors = []
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for x, target in zip(Xn, y_train):
h = relu(Wl @ x + bl)
y_hat = sigmoid(W2 @ h + b2)
errors.append(0.5 * (target - y_hat)*x2)
history.append(np.mean(errors))

make_figure():

masses = np.linspace(116, 214, 500)

diameters = np.linspace(6.0, 8.85, 500)

M, D = np.meshgrid(masses, diameters)

grid = np.column_stack([M.ravel(), D.ravel()])

P = predict(grid, mean, std, Wi, bl, W2, b2).reshape(M.shape)

fig, ax = plt.subplots(figsize=(9.2, 6.3))
ax.contourf (
M, D, P,
levels=[0.0, 0.25, 0.50, 0.75, 1.0],
colors=["#f3eOcb", "#ecd5c4", "#dbe7cf", "#cde3bf"],
alpha=0.95
)
ax.contour (M, D, P, levels=[0.5],
colors=["#5ala8a"], linewidths=2.2)

mask = y_train == 1.0

ax.scatter(X_train[mask,0], X_train[mask,1], marker="o",
s=48, facecolors="white", edgecolors="black",
linewidths=1.1, label="Apple - training")

mask = y_train == 0.0

ax.scatter (X_train[mask,0], X_train[mask,1], marker="s
s=48, facecolors="white", edgecolors="black",
linewidths=1.1, label="Orange - training")

mask = y_test == 1.0

ax.scatter(X_test[mask,0], X_test[mask,1], marker=""",
s=92, color="#1£f77b4", label="Apple - test")

mask = y_test == 0.0

ax.scatter(X_test[mask,0], X_test[mask,1], marker="x
s=110, color="#ff7f0e", linewidths=2.0,
label="0Orange - test")

ax.set_xlabel("Mass (g)")
ax.set_ylabel("Diameter (cm)")
ax.set_title("Neural-network output after training")

handles = [

Line2D([0], [0], marker=’0’, markersize=9,
markerfacecolor="white’, markeredgecolor=’black’,
linestyle=’None’, label=’Apple - training’),

Line2D([0], [0], marker=’s’, markersize=9,
markerfacecolor="white’, markeredgecolor=’black’,
linestyle=’None’, label=’Orange - training’),

Line2D([0], [0], marker=’"’, markersize=9, color=’#1f77b4’
linestyle=’None’, label=’Apple - test’),

Line2D([0], [0], marker=’x’, markersize=10, color=’#ff7f0e’,
linestyle=’None’, label=’Orange - test’),

Line2D([0], [0], color=’#5ala8a’, 1lw=2.2,
label=’Neural-network decision boundary’)

]
ax.legend(handles=hand1es, loc=’center left’,
bbox_to_anchor=(1.02, 0.5), frameon=True)
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fig.tight_layout ()

plt.show()

Although the code is longer than the first equations studied in the article, its structure remains transparent.
The function build_data() automatically generates the 64 training examples and the eight illustrative test
examples. We then standardize both variables according to

X — U

Xt = j T H 7
0j

where p; and o are computed from the training set only. This prevents the test set from influencing
parameter fitting and also puts mass and diameter on comparable numerical scales.

The forward pass does not change in essence. The only difference is that the first layer now produces a
vector of twelve hidden activations. In matrix notation,

2 =WWx+b® h=ReLU®=Y),

2z =WPh+ b3 v =o(z?).

These four lines still contain the mathematical core of the algorithm. Training also preserves the logic
introduced earlier: compute a prediction, measure its error, propagate sensitivity information backward
using derivatives, and update the parameters by small gradient-descent steps.

In the code, backpropagation at the output layer appears in
delta2 = (y_hat - target) * y_hat * (1 - y_hat)
and propagation to the hidden layer appears in

deltal = (delta2 * W2) * relu_derivative(zl)

followed by updates of all weights and biases. Since the examples are shuffled at every epoch and the
parameters are updated after each observation, this implementation is an elementary form of stochastic
gradient descent.

With the random seed and hyperparameters used here, the final mean loss is on the order of 1075 to 10~4, and
all 64 training examples together with the eight illustrative test examples receive the expected classification.
This should not be interpreted as a rigorous statistical performance assessment: the data are synthetic and
were constructed for pedagogical purposes. Their role is to show, in a less trivial setting, how a small neural
network can learn a clearly nonlinear decision boundary.

Figure 7 shows the final program output in the mass—diameter plane. All training points are displayed. The
highlighted curve is the level ¥ = 0.5 and represents the decision boundary learned by the network; the
shaded regions indicate the two predicted classes. Circles denote training apples, squares training oranges,
triangles test apples, and crosses test oranges. The legend is placed outside the main plotting region so that
no data point is hidden.
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Neural-network output after training
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Figure 7: Python output after training the neural network. The synthetic data set contains 64 training
examples spread over a broad region of the mass—diameter plane and eight additional examples reserved for
an illustrative test. The highlighted curve is the level y = 0.5 and represents the learned decision boundary;
the shaded regions indicate the classes predicted by the network. Circles represent training apples, squares
training oranges, triangles test apples, and crosses test oranges.

We began with a straight line separating two simple groups of points and ended with a richer computational
example in which a curved boundary emerges from the automatic adjustment of network parameters.
Nothing mysterious has been added to the mathematics: the implementation simply organizes and repeats,
on a larger scale and at high speed, affine combinations, activation functions, derivatives, matrix products,
and gradient-descent updates [3, 7].

All computational material associated with this article — including the code and an executable Google
Colab notebook — is available at https://neuralmath.org, providing a single point of access for readers who
wish to explore, reproduce, or adapt the examples.

Statement on the use of AI. The author used ChatGPT, developed by OpenAl, as a support tool for
drafting, language revision, expository organization, and the generation of didactic figures. The author
assumes full responsibility for the final content of the work, including the conception and development of
the mathematical material, the code, and the references used.
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